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Abstract— Modern wireless communication systems, such as
the metropolitan area network IEEE 802.16, provide means
to support smart antenna techniques. Applying beamforming
techniques, adaptive antennas are able to increase cell capacity
by reducing inter-cell interference and by allowing concurrent
transmissions. However, smart antennas are only beneficial,
if the system is able to leverage the advantages, e.g, spatial
separability of stations. Additionally, the system has to cope
with the disadvantages, e.g., intra-cell interference as well as
increased scheduling complexity. The scheduler is one of the most
important modules of such systems, since it allocates the radio
resources to subscriber stations. Thus, it controls the medium
access in the space- and time- (and maybe frequency- and code-)
domain. In order to reduce the complexity and to improve the
flexibility of a SDMA/TDMA scheduler, the scheduling process
can be subdivided into two parts, namely the spatial grouping
and the group scheduling. First, the process of grouping separates
the subscribers into spatial groups. Second, the group scheduling
allocates resources of the time domain to the spatial groups.

This paper focuses on the first step of the hierarchical
SDMA/TDMA scheduling process, i.e., the spatial grouping. It
outlines different grouping strategies and it analyses their com-
plexity. Finally, the paper evaluates their grouping performance.
With respect to complexity and performance, a grouping strategy
is recommended for wireless networks capable of SDMA.

I. INTRODUCTION

In Time Division Multiple Access (TDMA) systems, one
can arbitrarily assign different users to different time slots
without worrying about the separability of the assignments.
Different time slots do not overlap and are usually even
separated by guard times. Thus, mutual interference for users
assigned to distinct TDMA slots can be ruled out.

In the spatial dimension, users cannot be arbitrarily sched-
uled for parallel Space Division Multiple Access (SDMA)
transmissions at the same time because their spatial separabil-
ity by the beamforming antenna array depends on their relative
spatial positions. Spatially separated concurrent transmissions
cannot be assumed to be orthogonal.

To overcome this problem, a hierarchical scheduling ap-
proach is introduced that first computes a spatial grouping of
users that can be well separated by the Base Station (BS)’s
beamforming antenna. The result of this grouping is a set
of groups of users. Users of the same spatial group can be
separated and thus be served at the same time. Users from
different groups are not separable. They have to be separated in
the time domain. Consequently, the spatial groups as a whole
are scheduled using conventional scheduling methods.

The separation of the scheduling process into two hierar-
chical stages additionally adds flexibility and simplicity to
the scheduling process. The grouping process is independent
from the TDMA scheduling and vice versa. Thus, spatial
grouping and group scheduling procedures can be combined
and interchanged freely in accordance with the specific needs
of the target system.

The approach to build spatial groups of users has also been
proposed in previous publications. Reference [1] proposes a
grouping algorithm for multi user Multiple Input Multiple
Output (MIMO) systems which also computes groups that are
served in different time or frequency slots. The first approach
of a hierarchical grouping and scheduling algorithm for an
SDMA enhanced IEEE 802.16 systems has been presented
in [2]. The authors of [3] propose to construct intelligent
space-time frames under the constraint of requiring a minimum
Signal to Interference Plus Noise Ratio (SINR) for each user,
which implicitly leads to a grouping of users for parallel
transmission in one time slot, too.

The remainder of the paper is organized as follows. Section
II introduces spatial groups. The section defines a performance
metric to compare and evaluate spatial groups and it analyses
the complexity of the spatial groups candidate set size. Section
III outlines different grouping strategies and it estimates their
computational complexity. Following that, section IV evaluates
the grouping gain of each strategy by means of simulation. It
summarizes performance and complexity. Finally, a promising
grouping strategy can be recommended in the last section V.

II. SPATIAL GROUPING

In mathematical terms, a spatial grouping is a partition P =
{G1, G2 ...} of the set of all users U . Every user ui ∈ U
belongs to exactly one spatial group Gj ⊆ U . A combination
of groups has to fulfill the two conditions defining a partition:

1) all groups have to be mutually exclusive, i.e., no user
can be in more than one group

2) the groups have to be collectively exhaustive, i.e., every
user from the set of all users has to be covered by a
group

In a scheduler, not every possible partition is allowed as a
valid grouping. On the one hand, the smart antenna system
supports only a limited number of concurrent beamforming
transmissions. If the maximum number of supported beams
is denoted with k, only partitions P whose subsets Gj have
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Fig. 1: Example SDMA throughput (T ) gain realized by
grouping 10 users into 2 groups

cardinalities that are limited by k, i.e., |Gj | ≤ k ∀Gj ∈
P are allowed. On the other hand, a partition is invalid if
it leaves a user unserved. This might occur when users that
are not well separable are grouped together. In this case, the
mutual interference might become so high that one or several
users perceive an SINR that is not sufficient for successful data
transmission. Considering such a grouping would contradict
the objective to achieve high system throughput while serving
all users.

A. A Performance Metric for Spatial Groupings

In order to be able to compare different groupings and to
choose “the best” grouping, a metric that assigns a quantitative
value to a grouping is necessary. In the end, utilizing SDMA
should increase the system throughput compared to the non-
SDMA, i.e., the pure TDMA case. Therefore, a metric should
use the achievable data rate (gain) relative to the non-SDMA
case as the central performance measure.

Grouping users into one group that fits into a TDMA
slot, which would otherwise be occupied by only a single
user, usually increases the possible throughput in that time
slot. However, the users’ SINR will suffer when they are
co-scheduled with other group members. Depending on the
decrease in SINR and the link adaptation of the specific
system, a reduced SINR value might lead to a lower data rate
for the user.

The proposed grouping metric considers both effects. The
following equation defines the throughput gain of a spatial
group:

gain =
∑n

i=1 DataRateSDMA(ui)∑n
i=1 DataRateNON−SDMA(ui)

|U |
|P| (1)

Equation 1 reflects that the data rate for users served in
SDMA might be different (lower) than the data rate for users
who are served individually. The gain comes from the ratio
between the number of users |U | = n and the number of
groups |P| in a grouping P because instead of |U | = n only
|P| time slots are used. Figure 1 shows an exemplary grouping
of 10 users into 2 groups. Even though some groups experience
slightly lower data rates (TSDMA ≤ TNON−SDMA)), a gain
is achieved because only 2 instead of 10 time slots are needed.

B. Complexity of spatial groups candidate set size

n users are grouped into different spatial groups (subsets),
each consisting of a maximum of k users. Then, there are

n=
k 5 8 10 15 20 25 50
1 5 8 10 15 20 25 50
2 15 36 55 120 210 325 1,275
3 25 92 175 575 1,350 2,625 20,875
4 30 162 385 1,940 6,195 15,275 251,175
5 31 218 637 4,943 21,699 68,405 2,369,935
6 31 246 847 9,948 60,459 245,505 18,260,635

TABLE I: Growth of candidate set size
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the number of distinct i-element subsets of an n-element set.
Unfortunately, there is no closed form for this sum [4, p. 165].
Therefore, the asymptotic behavior for growing n when k is
fixed is studied.

As only the asymptotic behavior for n → ∞ is interesting,
only the biggest term of the partial sum is considered. It
is reasonable to assume that k is fixed because the number
of parallel transmission is limited by the number of parallel
transceiver units in the BS. This number is usually smaller
than the number of possible users in a cell. Therefore, in the
following k is assumed to be fixed and small compared to n.

With k being fixed and n > 2k, the biggest term of the
partial sum is

(
n
k

)
which can be bounded [5, p. 102]:

(n

k

)k

≤
(

n

k

)
≤

(en

k

)k

(2)

This gives, up to a constant factor, both a lower and an upper
bound for the asymptotic growth of the number of possible
groups. Thus, the function describing the number of possible
groups is in Θ(nk).

Table I shows how the number of possible groups grows
with an increasing number of users n for fixed values of k. In
wireless systems, for each group of users the antenna array
correlation matrix has to be inverted once to calculate the
SINRs of every group member. This matrix inversion is the
most costly operation when estimating the SINRs.

III. GROUPING STRATEGIES AND THEIR COMPLEXITY

A. Optimal Grouper

The optimal grouper finds the best grouping with an exhaus-
tive search. In the first step, it generates all possible candidate
groups, i.e., all subsets Gj of the n-element user set U . For
each group the SINRs of all users are estimated, mapped to
data rates, and the data rates are summed up to a group total.
Groups that leave one user unserved are discarded.

In the second step, the optimal grouper enumerates all
possible combinations of these candidate groups that would
form a valid partition (grouping) according to section II. An
exhaustive search of all group combinations is performed.
For every valid partition, the grouping gain as described in
equation 1 is calculated and compared to the best grouping
found before. Finally, the best grouping is returned as the result
of the optimal grouper.



n =
k 2 4 6 8 10 12
2 2 10 76 764 9,496 140,152
3 2 14 166 2,780 61,136 1,680,592
4 2 15 196 3,795 99,146 3,305,017
5 2 15 202 4,075 112,124 3,976,633
6 2 15 203 4,131 115,274 4,163,743

TABLE II: Growth of the number of possible set partitions of
an n-element set into subsets of size ≤ k.

Complexity Analysis: The first step, i.e, SINR calculations
for the entire candidate set size, has a complexity of O(nk).

In order to find the optimal partition, the grouper has to
generate all possible groupings of n users into groups that
can contain up to k users. If no groups from the candidate set
of groups are removed this is exactly the number of possible
set partitions of an n-element set into subsets of size ≤ k
which is denoted by G(n, k). Thus, the total number of set
partitions G(n, k) serves as an upper bound for the number of
possible groupings.

The explosive growth of the total number of such set
partitions can be seen in table II where the number of set
partitions with subset sizes ≤ k is shown for different values
of n. The non-italic entries in this table were generated by
our implementation of the optimal grouper algorithm. The
italic entries are taken from integer sequence tables or are
calculated using the Exponential Generating Function (e.g.f.)
given below. The On-Line Encyclopedia of Integer Sequences
(OEIS) contains the sequences for k = 2, 3, and 4 as entries
A000085, A0001680, and A0001681, respectively [6].

As we can see in table II, the number of possible partitions
grows rapidly with an increasing number of users n. With a
growing group size limit k, the number of partitions also grows
but at a much slower pace. A current standard PC is only
able to generate about 1,000,000 partitions in a few minutes.
This runtime complexity disqualifies the optimal grouper from
being used in an actual system where grouping decisions have
to be taken on a much shorter timescale.

The entry for the sequence G(n, 3) (A0001680) in the OEIS
references the paper [7] which proves the following e.g.f. for
the integer sequences G(n, k). This function is also given in
entry A108947 in the OEIS [6]:

∞∑
n=0

G(n, k)
xn

n!
= e(

k
i=1 xi/i!) (3)

This exponential generating function correctly describes the
values obtained by the optimal grouper for different n and k.
The values from table II that could not be computed by the
optimal grouper within a reasonable time and that were not
included in the OEIS were computed using the above e.g.f.. To
carry out this calculation the serlaplace function of the PARI
GP computer algebra system was used [8].

To derive an asymptotic bound for G(n, k) with n → ∞ the
e.g.f. (refer to equation 3) could be used and methods from [9]
could be applied. However, a loose upper bound can be given
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Fig. 2: Growth of partition functions G(n, k), Bell numbers
B(n), and bounding function (equation 5)

using the Bell numbers. The Bell numbers B(n) describe the
total number of set partitions of an n-element set into subsets
of any size. Thus, the number might also include partitions
with groups of size larger than k and is therefore too big:
G(n, k) ≤ B(n). However, figure 2 shows that for the partition
functions G(n, k) with k > 3 this approximation fits well. An
e.g.f. for the Bell numbers is given by [9]:

∞∑
n=0

B(n)
xn

n!
= e(ex−1) (4)

As expected, for k = n and n → ∞ the e.g.f. for the number
G(n, k) of set partitions with limited subset sizes converges
to the e.g.f. for the Bell numbers.

According to [4] the Bell numbers B(n) are asymptotically
equal to the following exponential function:

m(n)n
em(n)−n−1/2√
ln(n)

with m(n) ln (m(n)) = n − 1
2

(5)

where m(n) is defined implicitly as given above. For values
of n = 1...25 this function was evaluated and plotted together
with the exact Bell numbers, as derived from the e.g.f. (see
equation 4). The resulting graphs and those of the partition
function G(n, k) for k = 2...6 are shown in figure 2.

Figure 2 visualizes the super-exponential growth of possible
partitions G(n, k) with growing n. The implemented optimal
grouper can enumerate all G(10, 4) groupings (with groups
limited to 4 members) in a few seconds which means that
enumerating all G(12, 4) 12-user groupings is a matter of
minutes. But for user sets with more than 15 users the optimal
grouper would have to work for days.

B. Greedy Grouper

The greedy grouper is a grouping heuristic. It does not strive
to find the optimal solution but it tries to find a close-to-
optimal solution by applying some simple criterion.

Similar to the optimal grouper, the greedy grouper generates
the whole candidate set of spatial groups in a first step.
In a second step the algorithm sorts the spatial groups by
decreasing group throughput. Then the greedy property of the



algorithm comes into play: starting with an empty grouping,
the algorithm successively adds the next compatible candidate
group in the order of decreasing group throughput until a
complete grouping has been constructed. By definition of a
spatial grouping, a group may only be added if none of its
members is already included in one of the previously selected
groups.

The greedy grouper always chooses the best immediate
group to add to the current grouping. Taking the highest
group throughput as the criterion to choose the next group
is motivated by the objective to achieve a high average
throughput per group in the final grouping. Unfortunately,
in most cases the greedy grouper will not find the optimal
solution.

Complexity Analysis: Again, the grouper conducts SINR
estimations for the entire candidate set size whose cardinality
is in O(nk) (see section II-B).

The partitioning complexity of the greedy grouper is in

O(nk log(nk)) = O(nk k log(n)) = O(nk log(n)) (6)

because it has to sort the candidate set whose cardinality. In
general, sorting algorithms need O(m log(m)) in the worst
case to sort m values.

In practice though, the SINR estimations conducted when
constructing the candidate set need much more (floating point)
operations than the sorting of the candidate groups. So unless
n becomes very large, the SINR estimations in the first step
of operation are the performance bottleneck of the greedy
grouper.

C. Tree-Based Grouping Heuristics

This tree-based algorithm was originally proposed by Fuchs,
Del Galdo and Haardt [1]. In contrast to the original paper
different metrics are applied in the following. The reason is
that the authors of [1] assume perfect channel knowledge in
the form of channel transfer function matrices of the wireless
multi-user MIMO system. Apart from not using MIMO, the
system level simulator, in which the grouping strategy will
finally be implemented. does not model propagation effects to
a level of detail that would provide these values.

Two main improvements contribute to the efficiency of
this algorithm. The first advantage is obtained by limiting
the number of groupings that are evaluated. As section III-
A showed, the number of possible groupings is huge even
for small sets of users. Evaluating only a small number of
groupings clearly promises a big improvement in speed. But
the challenge is to assure that at least one of these few
candidate groupings is actually good.

The tree-based grouping algorithm constructs its groupings
as levels of a tree. It starts with a grouping that serves
each user in its own group / time slot. This trivial grouping
forms the first level of the tree. From there, the algorithm
builds higher levels by joining two groups. This is where
the second improvement comes into play. The criterion to
select two groups can be chosen arbitrarily in the form of a
utility function that reflects how much the grouping can benefit

Fig. 3: Tree-based grouping (5 users, group sizes ≤ 3) [1]

from merging two groups. If this utility function is simply the
evaluation of the new group’s SINRs the grouping algorithm
can determine an accurate estimate of the achieved gain by
mapping the SINRs to data rates. However, it is also possible
to use different utility functions that do not perform SINR
calculations.

Estimating the SINR for each pair of joinable groups is
as expensive as estimating the SINR of one of the groups
from the candidate set. But the tree-based approach requires
significantly less estimations than the generation of every
possible group discussed in section II-B. The authors of
[1] also use an SINR metric, which efficiently approximates
the users’ SINR from the channel state information matrices
available in their simulation environment.

Figure 3 shows an example tree that groups a set of five
users U = {1, 2, 3, 4, 5}. On the lowest level (tree level 1), all
users form separate groups. Then, all

(
5
2

)
combinations to join

two groups are evaluated and the union with the highest utility
is chosen, {1, 2} in this example. The resulting grouping forms
level 2. At this level,

(
4
2

)
choices are possible and users 3 and

4 are joined next. Finally, from level 3 to level 4 only three
choices remain and the union {1, 2, 5} delivering the highest
utility is chosen. The grouping ends here because the group
size limit is three and no more groups could be joined to form
a valid grouping.

As a last step, all groupings corresponding to the tree levels
are evaluated and the grouping with the highest grouping gain
as defined in equation 1 is chosen. If the utility function does
not directly rely on an SINR estimation, from which a total
group throughput could be computed, SINR values for all
groupings have to be computed first.

Complexity Analysis: This section examines how often the
utility function has to evaluate two groups when construct-
ing the tree levels in the tree-based grouper algorithm. The
regarded utility function is based on SINR estimations. Each
time the utility is calculated, a SINR estimation with its matrix
inversion has to be conducted. Thus, the resulting complexity
is comparable to the complexity of constructing the candidate
set (see II-B) which is a necessary first stage when using the
greedy or the optimal grouper.

A tree has at most n levels because starting with the trivial
grouping consisting of n groups at the lowest level, one group
gets merged with another group until only one group at the top



of the tree is left. If the number of beams is limited to k < n
then the tree has even less levels because before reaching the
top it gets impossible to merge two groups due to the group
size restriction. For the following upper bound on the number
of group-mergers we will assume that the tree has n levels.
On the bottom level, two groups from a set of n groups have
to be chosen, for which there are exactly

(
n
2

)
possibilities.

On the penultimate level, there is only
(
2
2

)
= 1 choice to

merge the only two remaining groups. Thus, on the way from
bottom to top

∑n
l=2

(
l
2

)
joinable groups are evaluated by the

utility function. In contrast to the above mentioned grouping
algorithms, the tree-based grouper reduces the spatial groups
candidate set size and not only the sorting complexity of the
SINR estimates.

Using the “upper summation” identity for binomial coeffi-
cients [4] equation 7 can be obtained as a closed form. Thus,
the tree-based grouper has O(n3) complexity.

n∑
l=2

(
l

2

)
=

(
n + 1

3

)
≤

(
e (n + 1)

3

)3

(7)

= O(n3)

O(n3) is a true upper bound for groupings that are limited
to group sizes k < n. The number of joins is dominated by
the choices on the lower part of the tree whereas near the top
there are only few choices. Thus, the simplification to consider
trees of height n instead of height �n

k 	 is justified. The tree-
based grouper has O(n3) complexity regarding the number of
SINR estimations and therefore perform asymptotically better
than all other groupers presented before.

The tree based grouper does not need to partition the
different groups, because each level of the tree is already a
valid partition according to section II. However, the grouper
needs to extract the group with the highest utility function at
each level of the tree. There are at most n tree levels and the
lowest level is has n entries. So the “partitioning complexity”
is bounded by O(n2).

IV. COMPARISON OF GROUPING PERFORMANCE AND
COMPLEXITY

As defined by equation 1, the grouping gain is the ratio of
the achievable throughput, with parallel SDMA transmissions
to a maximum of k users, compared to the achievable through-
put with all n users served in their own TDMA slot. Monte
Carlo simulations that randomly place users onto a scenario
without considering any traffic or other system dependent
parameters were conducted.

A. Setup of Monte Carlo Simulations

The scenario consists of a map area 1000 by 1000 meters
wide with the beamforming BS in the center of the map.
For each scenario snapshot, n users are randomly positioned
following a uniform distribution. Free space propagation path
loss is assumed and the transmit power is chosen in a way
that users at the corners of the map will receive an SINR that
is just sufficient for the most robust modulation and coding

Fig. 4: Random Monte Carlo snapshot: Beamforming antenna
with beams for group G = {1, 2, 4, 5, 8}

scheme (BPSK 1/2) defined by the IEEE 802.16 standard.
SINR based switching points between Physical Layer (PHY)-
modes are also taken from the standard [10]. In order to model
the antenna characteristics of the array the optimized antenna
pattern has to be calculated. The algorithm in use (Minimum
Variance Distortionless Receiver) is an optimal beamformer
such that it does not only steer nulls to interfering stations but
it maximizes the SINR at the required station [11].

Figure 4 shows an example scenario setup with 10 ran-
domly distributed users. At the center of the map, a BS
with a 9-element Uniform Circular Array (UCA) is shown.
The beam patterns used to transmit in parallel to a 5-user
group {1, 2, 4, 5, 8} are plotted. The beamforming algorithm’s
property to place nulls in the direction of co-scheduled users
is clearly visible.

In order to analyse the performance of the implemented
grouping algorithms, 5000 snapshots of the above described
scenario have been created. Each user constellation has been
fed into the spatial grouper.

B. Grouping Performance of the Spatial Groupers

In figure 5 the Complementary Cumulative Distribution
Functions (CCDFs) of the achieved grouping gains are plotted.
As the scenario consists of 10 users, a minimum of three
groups is required to partition the user set into groups with
sizes ≤ 4. Therefore, the maximum gain is 3.3, which is
achieved when the grouper has been able to find a grouping
of all 10 users into three groups so that the mutual influence
is so low that all users can obtain the same PHY-mode they
get when served individually.

Besides the above introduced groupers (optimal grouper,
greedy grouper, and tree-based grouper), a random grouper is
plotted. This “grouper” shows which grouping gain could be
expected from simply guessing a valid grouping. It therefore
marks the lower boundary of the expected grouping gains.
Note that, the grouping gain of the random grouper almost
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never drops below the non-SDMA reference gain. The average
gain is 1.81 (see table III). The upper boundary for the possibly
achievable grouping gain is marked by the optimal grouper.
As it exhaustively searches the solution space of all valid
groupings, no grouper can yield a higher gain. In the Monte
Carlo scenarios, it yields an average grouping gain of 3.19.

The curve of most interest in figure 5 is the one for the
tree-based heuristic. As table III shows, the average grouping
gain is 2.93. This value is only 8% smaller than that of the
optimal grouper, whereas the necessary CPU time is just 2.3%
of the total optimal grouper runtime.

The graph of the greedy grouper has a striking step near a
grouping gain of 2.5. As discussed in section III-B, the greedy
grouper selects the high data rate groups first. It often has to
add a very small group as the last one. Like this, one additional
group may be necessary to cover n users with k-sized groups.
Here, 10 users can be covered by three groups, so that an
additional fourth group leads to a grouping gain of 2.5 if the
groups themselves are so flawless that all users obtain their
non-SDMA data rates.

In table III the gains and runtimes for the 10 user scenario is
listed. The actual simulation runtimes on a standard PC (Intel
Pentium 4) for the implementations reflect the algorithmic
complexity as discussed before. The optimal grouper’s runtime
increases rapidly, i.e. super-exponentially, whereas the greedy
grouper shows a slightly higher growth rate than the tree-based
algorithms.

Grouper Runtime Avg. gain Partitioning Number of
complexity SINR est.

Optimal 11,410 s 3.19 super-exp. O(nk)
Random ∼ 0 s 1.81 O(n) O(n)

Greedy 1,055 s 2.92 O(nk log(n)) O(nk)
Tree-based 260 s 2.93 O(n2) O(n3)

TABLE III: Comparison of actual runtimes and grouping
gains (simulation of 5000 random scenarios, n = 10 users,
maximum k = 4 parallel users, 9 antenna elements)

V. CONCLUSION

This paper shows that an optimal grouping strategy that
exhaustively searches the solution space for the optimal so-
lution is far too complex. A greedy approach that sorts the
spatial groups according to the achievable throughput results
in grouping gains, which are slightly below the optimal gain.
However, the approach reduces the sorting complexity but
not the number of SINR estimations. Finally, a heuristic is
introduced that only estimates the most promising spatial
groups instead of estimating the entire candidate set. Thus,
it reduces the computational complexity to a reasonable level.
The achievable grouping gain is comparable to the gain of
the greedy approach. Based on the results, the authors rec-
ommend the tree-based grouping strategy for future wireless
communication systems that are capable of SDMA.
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